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Executive Summary
The bIoTope project lays the foundation for creating open innovation ecosystems supporting the
Internet of Things (IoT) by providing a platform that enables companies to easily create new IoT systems and
to rapidly harness available information using advanced Systems-of-Systems (SoS) capabilities for connected
smart objects and easily creating innovative business processes.

Deliverable Scope
This deliverable falls within the scope of WP4 (Context-Aware Service Provisioning for IoT), which
addresses challenges of context representation, validation and reasoning about context, as well as data
storage and performance. The primary objective of this deliverable is to provide insight into the architectural
design choices and implementations made in the bIoTope project regarding IoT data/service storage (and
indexing). Let us remind ourselves that an open IoT ecosystem, as the one developed in bIoTope, is not a
vertically-oriented closed platform that stores, indexes and processes IoT data, but rather consists of a
number of (distributed) software components and platforms that offer different types of storage and
analytics capabilities, whose ecosystem’s role is to enable efficient and autonomous combination of these
capabilities depending on the application needs and characteristics. Given this vision, this deliverable
focuses on discussing storage and indexing architectural design choices regarding three key bIoTope
ecosystem’s building blocks in which management of sensor data and web services is of the utmost
importance. In a second part of this deliverable, a more detailed overview of how the bIoTope pilots benefit
from the storage and indexing components developed/set up in bIoTope will be presented.
Figure 1-1 indicates the building blocks of the bIoTope reference architecture (from Deliverable 2.4
v1.2) that this deliverable contributes.

Figure 0-1 Contribution to T4.B to the overall bIoTope ecosystem architecture
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Relation to Other Deliverables
This deliverable is a follow-up of the Edge Data Storage and Intelligent Filtering Framework v1 (D4.1). The
first version was a state-of-the art of the existing storage solutions, whereas this deliverable presents indepth the storage and indexing architectural design choices made in the bIoTope ecosystem. This deliverable
is linked to D3.6, as the PROFICIENT tool (presented in Section 4.2) facilitates – along with the publication of
O-DF-compliant data – the aggregation of data at the edge node, but also to D3.8 as the micro-billing
framework requires the storage of end-users’ profile-related information, as discussed in Section 5.

Key Achievements
For a better overview, we organize the key achievements and contributions of this deliverable into several
areas, which are outlined in Table 1-1.
Table 1-1: Key Achievements in storage and indexing

Contribution Areas

Integration

Innovation

Technical

Exploitation

Description
The integration of the storage (and indexing) solutions was conducted as
follows:
• Integration of Warp10 at the edge (CitizenData’s platform), i.e. in the
IoT (O-MI) gateway, cf. chapter 3;
• Integration of an IoT data/service description storage and indexing
solution into IoTBnB (IoT data/service marketplace) using the
OpenDataSoft’s platform: cf. chapter 4;
Integration of the Context-As-A-Service component: cf. chapter 5
We show how IoT data/service can be stored and indexed in the different XaaS
components. Due to the nature of the bIoTope ecosystem, which aims to be
open and flexible, the proposed storage architecture makes it possible for
ecosystem stakeholders to decide to use their own back-end data storage
and/or the ones offered by the bIoTope ecosystem (e.g., using the ones of the
O-MI gateway).
Implementation/integration/adaptation of storage solutions existing in the
bIoTope consortium at different level of the bIoTope ecosystem. Except the
PROFICIENT tool (which enables end-users/developers to aggregate at the
gateway level various types of data sources, coming from distinct APIs), the
others solutions are directly integrated into unitary bIoTope components
(IoTBnB, COaaS and O-MI gateways).
Solutions (except the PROFICIENT tool) presented in this deliverable is intended
to be part of the different bIoTope components and not to be used as such.
However, the underlying bIoTope components as well as the PROFICIENT tool
can be used by internal and external stakeholders.
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1. Introduction
Figure 1-1 depicts the dependencies of this deliverable to other work packages. The first deliverable
(v1, delivered at M8) focused on presenting a state-of-the-art discussion of current technologies and
frameworks used today to meet Big Data challenges. Following this, an in-depth analysis about the extent to
which bIoTope partners could contribute to the specification and development of the storage/indexing
components was carried out. To put it another way, we tried through this analysis to identify whether the
commercial platforms owned by the different project partners provided suitable storage and indexing
infrastructure/software solutions based on which the consortium could leverage on when designing/
developing the bIoTope ecosystem. In this second deliverable, the goal is to present and discuss the final
design choices regarding three key building blocks underlying that ecosystem, as emphasized in Figure 1-1,
namely:
• Edge data storage at the O-MI gateway level (developed in WP3);
• IoT data/service description storage (and indexing) at the marketplace level (developed in WP3);
• COaaS-related data storage for reasoning purposes (developed in WP4).

Figure 1-1: Interaction and contribution of WP4 to other WPs

1.1. Objectives of WP4
The main objectives of WP4 are the following:
• Develop a framework for representing, validating and reasoning about context;
• Provide cutting edge data storage and retrieval mechanisms to cope with Big Data issues;
• Develop a formal framework for information and knowledge representation, inference and
extraction from heterogeneous IoT data sources using semantic-based ontology matching process;
• Provide context aware and proactively-adaptive decision support;
• Develop a new technology to deliver real-time Context-as-a-Service (COaaS) for enhanced digital
business decisions.
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1.2. Objectives of Task 4.B & Deliverable’s content
IoT related data are issued from various sensors potentially at high velocity and variety. To extract and
build relevant ‘contexts’ to feed alerts or other reasoning systems, this data has to be processed in near realtime. In some applications, the volume of data to transfer over the network makes it difficult or even
impossible to meet the near real-time expectation. To cope with such issues, data must be filtered and preprocessed as close as possible to sensor nodes. Accordingly, this task develops a lightweight data storage
and pre-processing software layer to be embedded on limited hardware platforms to compress and store
streams of data in the best possible way. To this end, the bIoTope consortium aims to take advantage,
among other things, of lightweight virtualization technologies and NoSQL-like solutions. Even though not
directly stated in the task description in the DoA, Big Data should not only concern the management of
sensor data streams at the edge node, but also the storage and indexing of their descriptions at the
marketplace level (i.e., IoTBnB) and for context provisioning & reasoning purposes (COaaS), as will be
detailed in this deliverable.

2. Glossary and Terms
Acronym
API
CIRB
COaaS
CSMS
CSV
DB
DoA
DS
HTTP
IMDG
IoT
IoTBnB
JSON
LH
LoRa
LOV
MQTT
O-DF
O-MI
PROFICIENT
RDF
SLA
SQEM
TTL
UML
XML
XMPP

Definition
Application Programming Interface
Centre d’Informatique pour la Région Bruxelloise
Context-as-a-Service
Context Storage Management System
Comma-Separated Values
Database
Description of the Action
Document Store
HyperText Transfer Protocol
In-Memory Data Grids
Internet of Things
IoT service puBlication and Billing
JavaScript Object Notation
Logs and History
Long Range (Wide Area Network)
Linked Open Vocabulary
Message Queue Telemetry Transport
Open-Data Format
Open-Messaging Interface
PRoductivity tOol For semantIC IntEroperability iN IoT ecosysTems
Resource Description Framework
Service Level Agreement
Storage Query Execution Manager
Time To Live
Unified Modeling Language
Extensible Markup Language
Extensible Messaging and Presence Protocol
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3. IoT data/service storage management from an ecosystem perspective
In order to simplify the understanding of the reader and properly position this deliverable with respect
to the overall bIoTope ecosystem, we took back – through Figures 1-1 – the bIoTope ecosystem illustration
introduced in D2.4, to which we added a high-level representation where data/service storage and indexing
is (and can be) handled in that ecosystem. From a conceptual perspective, it is important to recall the fact
that the main conduit – or ecosystem APIs – for communication between devices/smart objects in the
ecosystem is the O-MI/O-DF standards. This means, in practice, that any existing system or platform can be
integrated into the bIoTope ecosystem by “translating” its (specific) communication interfaces into O-MI/ODF-compliant interfaces.
Given the above ecosystem functioning, it can be stressed that any O-MI node (i.e., any
system/platform that would have “joined” the bIoTope-compliant ecosystem) is likely to have its own
storage backend system, which might be used to store and process specific types of IoT data depending on
the application needs and/or constraints. As a result, data storage/indexing can be carried out either at the
edge node (e.g., when using a resource-constraint gateway) or at the Cloud level (e.g., when using dedicated
servers). As previously highlighted in Figure 1-1, the focus of this deliverable is on storage architectural
design with regard to three key components of the bIoTope ecosystem, namely:
•

Storage at the edge node (O-MI gateway): data owners/publishers may choose between using
their own storage backend system and/or the one supported by the O-MI/O-DF reference
implementation at the gateway level, whose performance depends on the type of computational
unit used as gateway;
• Storage at the IoT service marketplace level (IoTBnB): descriptions of IoT data and web services
exposed by O-MI gateways are stored and indexed by IoTBnB. IoTBnB acts as an IoT search engine
from which data/service consumers (e.g., integrator companies, software companies, device
manufacturers...) can search for and consume valuable IoT data streams and service methods with
the aim to re-use/compose them into new services that fulfil untapped needs and applications;
• COaaS system level: COaaS is a key component of the bIoTope ecosystem, aiming at providing IoT
data/service consumers with easy-to-use tools and algorithms to reason about heterogeneous data
streams and context information. COaaS backend storage system must be able to efficiently store
large amount of historical and/or real-time data collected from a wide range of O-MI nodes.
The following three chapters (i.e., Chapters 4 to 6) provide a more in-depth overview of the storage
architectural design choices made regarding the three above-mentioned components.

4. Storage architectural design at the Edge node
4.1. A scalable backend storage system at the O-MI gateway level
Developers can download, install, and set up their own O-MI node, meaning that they can decide
what data, information, or more advanced services they want to expose to an individual or a group of
ecosystem stakeholders. All this process is illustrated in Error! Reference source not found., where the O-MI
reference implementation is available for download on Github [1]. The software architecture underlying this
reference implementation has a server that stores information that it serves to clients who are allowed to
access it. With Cityzendata as an experimented partner in managing “data lakes” (geo-time series to be
exact) through its open-source platform “Warp10”, the backend storage system of the O-MI reference
implementation has been upgraded with Warp10, thus contributing to increase the storage and processing
performance at the edge/gateway level (enabling tens of million of geo-time series and a few hundred billion
measurements). This corresponds to “Option 1” in Figure 4-1, where data streams related to each “InfoItem”
published by the O-MI node is locally stored (i.e., on the gateway) using Warp10. However, this does not
© 688203 bIoTope Project Partners
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prevent developers – if needed – to “bypass” this internal database and use their own (external) storage
system. This corresponds to “Option 2” in Figure 4-1, where data streams related to one specific “InfoItem”
published at the O-MI gateway level is stored using a remote server1. Hybrid architectures (i.e., combining
Options 1 and 2) can be implemented, thus providing developers with a high degree of flexibility when
designing their IoT infrastructure.

Figure 4-1: Warp10 integration with the new version of the O-MI/O-DF reference implementation

4.2. Data aggregation at the O-MI gateway level
Some literature [2-4] have discussed obstacles in the development of big data applications, among
which data filtering and aggregation, as there is often a high level of redundancy in datasets (e.g., most data
generated by sensor networks are highly redundant). Even if such datasets, when considered individually
and at the edge node, do not directly result in big data issues, they may lead to such issues when going
through post-processing tasks, including semantic annotation processes (i.e., complex data model, semantic
data management and real-time data disposing) [5], IoT search engines (i.e., considering performance issues
of crawler and discovery engines) [6], or data mining operations. One may add that these issues are going to
be magnified within large scale IoT ecosystem settings, in which millions to billions of smart connected
objects may be searched and accessed. This is one of the reason why aggregation should not be neglected at
the gateway level [7].
One option - proposed by Cityzen data - could be to aggregate raw data coming from IoT sources in a data
lake in which all data would be referenced according to time and location (referred to as geo-time series).
Considering that option, the local storage would aggregate data without imposing any conversion other than
using the original timestamp (and location if available) or creating it when the timestamp is not received
within the original data. That would mean that the compliance to O-MI would not include the storage and
would only start in the interface between the local storage and the bIoTope ecosystem. The choice made in
bIoTope is to adopt an O-MI compliance in the IoT gateway as it is described in Figure 4-1. In this respect, the
bIoTope consortium has designed and released a tool, named PROFICIENT (standing for “PRoductivity tOol
For semantIC IntEroperability iN IoT ecosysTems”), which provides developers with – among other mapping
features – the possibility to aggregate various data sources, coming from distinct APIs, at the gateway level
1

Piece of code to be modified for “bypassing” the local database is given in Figure 3 (drivers for slick by editing
application.conf file).
© 688203 bIoTope Project Partners
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(i.e., before deploying the gateway) [8, 9]. PROFICIENT was initially thought and designed to guide
data/service providers in the process of describing in an efficient and valuable manner the set of
data/services they are aiming at exposing to the IoT ecosystem. On the other hand, it contribute to greatly
reduces the (usual) effort made by consumers to understand, parse, transform and aggregate information
for processing, which may turn to be very time consuming and complex when accessing heterogeneous
protocols (e.g., HTTP, MQTT, XMPP), through different serializations (e.g., JSON, CSV, XML) and semantic
models (e.g., UML models, standard specifications, RDF vocabularies) [10]. Figure 4-2 summarizes the two
main steps achieved by PROFICIENT, namely:
• Step 1 – Defining a semantic-based data structure: the provider is expected to describe the data/
service that is intended for publication. To this end, PROFICIENT supports the selection of vocabulary
terms based on string searches by accessing repositories of semantic vocabularies (e.g., LOV). The
example given in Figure 4-2 shows a user who intends to publish information about a smart home
and creates a tree structure of semantic terms related to his/her facilities/Things (e.g., House, Car,
smart light, etc., as emphasized in Figure 4-2);
• Step 2 – Defining a schema- and entity-level mapping: the tool’s user needs to perform a mapping
between existing data sources (i.e., proprietary APIs) and elements of the semantically annotated
tree resulting from Step 1. Three types of mapping are supported, as summarized in Table 1,
including data aggregation. Figure 4-2 provides a screenshot of the PROFICIENT’s tool applied when
aggregating several temperature data/values sensed by distinct sensors spread over a tree in the
Garibaldi street (Grand Lyon scenario). Even if not shown in this screenshot, PROFICIENT enables
developer to specify the aggregation formula they want to apply based on the set of input data. The
reader can also refer to the following article [9] to get further details about PROFICIENT.

Figure 4-2: Overview of PROFICIENT’s tool/workflow and associated components

Table 4-1: Types of Schema- and entity-level mapping

Simple
mapping

1:1

Splitting
mapping

1:n

One term of the targeted schema is mapped to only one property from the
proprietary format. Transformation rules e.g. include conditional expressions to
transform proprietary values to vocabulary terms.
When mapping a property from the proprietary format to multiple terms of the
target schema, a splitting occurs and transformation rules for all terms of the target
schema need to be defined (e.g., if coordinates are represented as two comma-
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Aggregation
mapping

m:1

separated values in one string, while the targeted semantic schema requires it to be
split explicitly to longitude and latitude).
Aggregation forms the counterpart to splitting, i.e. it occurs when multiple
properties are linked to a single term of the target schema. The transformation rule
in this case needs to de ne how to combine the values from different properties
(e.g., concatenating two or more values, applying mathematical operations, etc.).

The ultimate goal/outcome of PROFICIENT is to generate a deployable image of an IoT gateway agent
that is in charge of pulling the data from proprietary APIs (see e.g. Netatmo weather station in Figure 4), and
performing the necessary transformation of that data (including aggregation if needed) in order to publish it
using the selected “Application” protocol (i.e., O-MI/O-DF in bIoTope). Let us note that use-case owners can
use IaaS component (i.e. O-MI gateway) without using mandatorily this tool. However, this tool can be
helpful to gain some time since it will enable to create his own gateway without any depth knowledge of the
application protocol (i.e., O-MI/O-DF in bIoTope). From an IoT ecosystem standpoint, this gateway and the
exposed data/services can then be automatically indexed by IoT search engines, and made available for
trading through digital marketplaces [6, 11]. In bIoTope, IoTBnB (presented in [10, 12]) plays the role of IoT
data/service marketplace, whose storage and indexing architectural design choices may have direct impact
on the ecosystem performance, as will be discussed in the next section.

Figure 4-3: PROFICIENT implementation, from proprietary data sources to enriched O-DF published by the generated O-MI agent
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5. Storage architectural design at the service marketplace level
5.1. Architectural design choices
IoTBnB, standing for “IoT service puBlication and Billing”, is currently being developed and accessible at:
http://iotbnb.jeremy-robert.fr. One key prerequisites of any digital marketplace is to incentivize IoT
stakeholders (e.g., developers, analysts, businesses, citizens) to join the ecosystem and share (for publishers)
and/or consume (for consumers) IoT data/services. To this end, IoTBnB is intended to assist data owners, or
O-MI gateway owners to be precise, in (cf., Figures 5-1 and 5-2):
• choosing what data/service items they want to make available/visible to the user base engaged with
the bIoTope ecosystem.
• specifying for which purpose the exposed data/service items can be system used, for how long, and
at what cost.
And therefore, assist data consumers (cf., Figure 5-3) in:
• searching for valuable IoT data/service providers, enabling multimodal search like (i)
spatial/temporal search: one may want to search for services within a geographical area; (ii)
keyword search: one may want to search for services falling within a specific sector such as mobility,
healthcare, environment, etc.; (iii) reputation search: one may want to search for a service ensuring
a certain quality level, which may depend on various dimensions: data provider reputation, data
stream quality, etc.; (iv) contractual term or technology search: one may want to search only for IoT
data/service producers that make available data/service for free, or who are compliant with one or
more crypto-currencies or still with specific license conditions;
• trading and negotiating for accessing one or more data/service items.

Figure 5-1 UI for choosing what data/service items they want to make available/visible
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Figure 5-2 UI for filling out server information (with the purpose of the exposed data, here: mobility)

Stages denoted by 1 to 6 in Figure 5-3 and 1 to 3 in Figure 5-4 provide an overview of the IoTBnB back-end
components, along with the different interactions that gateway owners (Figure 5-3) and data/service
consumers (Figure 5-4) have to perform in case they want2 to register to IoTBnB and publish/make available
one or more IoT data/service items on the digital marketplace. It is important to note that the above
described features must rely on an appropriate backend data storage system that efficiently manage the
storage and indexing of a potential huge amount of IoT data/service description (i.e., metadata) published
by a number of O-MI gateways spread all over the world. This means that backend data storage system must
be able to scale to the number of nodes and associated descriptions/metadata. In IoTBnB, the choice made
for the IoTBnB backend data storage system is the one used by Opendatasoft for managing metadata of
open data in cities, which uses Elastic Search, as highlighted in Figures 5-3 and 5-4 and as will be discussed in
greater detail in the next section.

2

IoT gateway owners can decide whether they want to join the ecosystem and make available one or more
data/service items on the digital marketplace to give citizens back control over of their personal data and
simplify the regulatory environment for business.
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Figure 5-3 Main UI for searching IoT data/service from a consumer perspective
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Figure 5-4: Overview of the IoTBnB back-end components along with the different interactions from a gateway owner perspective

Figure 5-5: Overview of the IoTBnB back-end components along with the different interactions from a consumer perspective

5.2. IoT data/service descrption storage & indexing
Let us remind ourselves that, at the
marketplace level, only the descriptions/
metadata of what the data streams or web
services are about, and how to call them, are
collected and indexed by the IoT search
engine. As highlighted through stage
denoted by 5 in Figure 5-3, once the
data/service producer has filled out the
necessary information to register his/her
gateway, IoTBnB sends a set of requests for
collecting and indexing the set of InfoItems
exposed by the gateway. These requests
include in particular, the server’s URL, the
server’s name, the server’s address, the
server’s version and the server’s (INSPIRE)
themes. Based on these information, the
IoTBnB (Opendatasoft) backend data storage
starts the indexing process, which consists of
nine steps as detailed in the Figure 5-5.
First, a domain with the reference
https://<ServerName>-biotope.opendatasoft.com
is created, where ServerName refers to the OMI node. This subdomain enables to store all
© 688203 bIoTope Project Partners
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InfoItems contained by the O-DF structure published by the indexed O-MI node. To this end, an (O-MI)
harvester is created (cf., Step 2 in Figure 5-5) by specifying the server’s name and URL. Finally, the harvester
is run to store all data/service descriptions, which implies accessing the O-MI node (using the URL) in view of
making them visible at the marketplace level (cf., Step 5). At this stage, all the datasets are stored in the
database allocated to this subdomain. Each subdomain has therefore its own database for storing the
datasets, as depicted in Figures 5-6 and 5-7.

Figure 5-7: Datasets indexed after step 5 on subdomain https://metznode1-biotope.opendatasoft.com

Figure 5-8: (Sub)domains federation on the parent domain with a ‘link’ to each subdomain and its own database

Let us note that the data/service descriptions are not yet published on IoTBnB, as all subdomains still
need to be federated into the parent domain (i.e., https://biotope.opendatasoft.com). This federation
process corresponds to Steps 6 to 9 in Figure 5-5. A (sub-) ODS domain harvester is created and set up with
the sub-domain URL and specific metadata such as the initial price of the each infoItem (0 by default), the
initial reputation (0 by default over a 5-stars scale) and the type of InfoItem (i.e. based on the INSPIRE
themes, which is selected by the publisher). Then, as in the subdomain, this harvester is run to index all
datasets available in the specified subdomain, along with the associated metadata (cf., Figure 5-8). Let us
note that these metadata are stored in the database of the parent domain in contrast to the other
information (e.g., O-DF path), which are not replicated to the parent domain. The different information
associated to each dataset can be retrieved from the different databases thanks to a unique identifier (as
emphasized in the screenshot given in Figure 5-8).
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Figure 5-9: harvester used to index all datasets available in the specified subdomain, along with associated metadata

Once datasets are visible in the parent domain, each dataset is made visible and searchable at the
marketplace level (as shown in Figure 5-9). To this end, the OpenDataSoft widget suite is used. A future
stage is the automatic indexing of the (INSPIRE) themes (or other vocabulary-based metadata) by reading
and extracting the “useful” information embedded into the O-DF structure/payload. In a similar manner, the
indexing of (geo-)location of datasets is also intended to be achieved, as such metadata can be automatically
tagged using semantic vocabularies. However, a number of vocabularies can be used in this respect, thus
requiring a consensual agreement in the consortium about what vocabulary should be used, how to tag the
O-DF structure accordingly, etc. This is out of scope of this deliverable, but these are questions that are
addressed by the semantic work group in the bIoTope project.
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Figure 5-10: OpenDataSoft UI showing all the indexed datasets/O-DF infoItems, and available for IoTBnB

6. Storage architectural design for “Context” provisioning & reasoning
6.1. CoaaS storage management component
A detailed description of the CoaaS platform is beyond the scope of this deliverable3, but a general
understanding of it is essential for discussing the underlying context storage management system (CSMS).
From a bIoTope ecosystem viewpoint, COaaS is one platform among others, meaning that it is wrapped
using O-MI/O-DF and it offers a set of services, namely targeting context and situation modelling and
reasoning. The process of deriving context is based on knowing patterns and history, as well as predicting
future contexts, to enable proactive adaptation of the application. The only way to acquire these patterns is
to store the incoming data (potentially discovered and accessed through IoTBnB) and continuously analyse
it. The context storage management system (CSMS) therefore becomes a critical component of the
middleware platform. Principal components of CSMS are summarized in Figure 6-1, including a (i) Context
Service Description module, (ii) Subscription module, (iii) Context repository, (iv) Performance data
repository, (v) a set of recommenders that enable query processing and tuning the system performance.
Even though this deliverable only focuses on the storage capabilities of COaaS, which is the subject of
Section 6.2, the reader can refer to [13] to obtain more details about each of these modules.

3

The conceptual architecture of CoaaS middleware was presented in D4.5, and further details will be given in the
upcoming D4.9 deliverables.
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Figure 6-1: The conceptual architecture of CoaaS storage management component

6.2. Storage architectural design choices
CoaaS architecture depends on several types of data: structured, semi-structured and unstructured.
Moreover, the architecture relies on multiple knowledge frameworks, needs a caching subsystem for
achieving high performance, adding that scalability is of the utmost importance. To fulfil these requirements,
it is hard to imagine building the whole system based on a unique technology. For this reason, a polyglot
persistence approach [13] has been adopted in bIoTope. With this approach systems no longer try to
accomplish all tasks using one data storage, but rather use different technologies to store data where each
technology provides certain capabilities. The main storage types considered in COaaS are schematically
represented in Figure 6-2, which includes:
• Document store (DS): this is a core part of CSMS, as it stores all the incoming data and derived
context that can be reused for serving future context requests. This load puts brings with it severe
requirement towards reliability and scalability, as this part must always be available. As in an IoT
ecosystem context the size of DS will be enormous, proper indexing is required to keep the data
retrieval inside the Service Level Agreement (SLA) range;
• Logs and history (LH): by logs, we refer to all the data collected during system operation, including
context requests, plans developed by SQEM’s internal planner, results that were sent back, and all
the metadata that accompanies serving a query. Logs are essential for system operability, whether
for monitoring and debugging purposes or for planners and recommenders4, as described [13].
Many components of the system produce an enormous amount of logs, which leads to a serious
complexity when mining them. In this regard, the MapReduce approach is used for log analysis;
• Knowledge: the process of deriving context in real environments deeply depends on knowledge,
which represents data about objects, their relations, profiles and many other parameters. It forms
a semi-static base layer for many decision-making algorithms. This knowledge can come from an
existing dataset, or it can be mined from processing big data, event streams and logs. In Smart City
4

Recommenders must be able to construct analytical queries and adjust the CSMS behavior according to the results.
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•

scenarios, datasets that represent the city road map and everything related to spatial data analysis
are essential data sources, as they provide a set of constraints, on top of which real-time situations
can be defined. The knowledge block of CoaaS storage can contain a very broad stack of datasets
and toolkits for working with them;
In-memory cache: operating in near real-time is one of the key requirements of CoaaS middleware.
For this reason, an in-memory caching layer has been implemented for storing context requests
and answers. This layer can significantly reduce the query processing time in case a query with a
complete or partial similarity was already processed in the recent past. Most significant tasks in
cache layer management are the appropriate choice of the time to live (TTL) parameter and cache
invalidation in case a situation change occurs.

As part of future work, WP4 will continue the development and evaluation of CSMS. More substantial
research in the field of adaptive indexing, caching strategies and log analysis for proactive data retrieval will
be carried out, along with a number of experiments to understand what technologies better suit for some of
the components (e.g. document store). Additionally, the possible usage of in-memory data grids (IMDGs) for
context storage and processing will be considered and investigated. Another task consists to define
strategies and APIs for working with the knowledge framework, as parts of this framework aims to be
pluggable.

Figure 6-2: Storage design of the COaaS platform

7. Storage architectural design in Smart City pilots
In this chapter, we present and discuss the storage infrastructures set up in three distinct city pilots, namely
in the Grand Lyon’s heat-wave mitigation pilot as well as in the Brussels’ Region safe school-trip pilot. In the
three pilots, O-MI gateways have been set up, thus benefiting from the storage capabilities previously
discussed in Chapter 4, and the storage/indexing of their descriptions/metadata at the marketplace level are
currently under development (APIs currently being specified and implemented).

7.1. Brussels’ Region safe school-trip pilot
Brussels region has developed a dedicated platform, referred to as API Manager in Figure-15, that
enables the centralisation and mutualisation of all data generated by different platforms and providers in
Brussels city. The objective is to have a full control of the access rights. From a bIoTope perspective, the API
Manager is the system that opens the “door” for publishing smart city data/services the bIoTope ecosystem,
and potentially others ecosystems. For example, in today’s pilot, traffic data is periodically pushed into a
WARP10 database before being wrapped with O-MI/O-DF for publication, as illustrated in Figure 7-1.
A screenshot of the density of events occurring over the Brussels Region at 9am on September 8th.
Traffic data from Waze are collected through the CIRB API manager, which includes traffic jam events,
accidents, road closures, and other meteorological events. Every minute a Python script for getting the data
through the CIRB API manager is run, which converts the response (JSON format) into Geo Time Series. Such
Geo Time Series are shown through the screenshot in Figure 7-2, where each series is associated with a road
segment (a segment ID to be precise) defined by the Brussels region. The traffic data is pushed to the Cloud
Warp10 platform, and not directly to the O-MI gateway due to the fact that the number of events is too
high, even though the volumetry varies according to the events collected. To give an order of magnitude,
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around 300.000 measures are collected on a daily basis over a total of ~2500 road segments, which results in
~2000 events per minute that are collected by Warp10.

Figure 7-1: Communication architecture and storage design set up in the context of the Brussels’ Region safe school-trip pilot

Figure 7-2: Outcome of the Python script used to transform

Figure 7-3: Visualisation of the Python script
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7.2. Grand Lyon’s heat-wave mitigation pilot
Métropole de Lyon has been carrying out UHI (Urban Heat Islands) measurement campaigns using
temporary or mobile sensors. Within this context, the Garibaldi street, which has an underground vault of
1200m3, has been repurposed to store rainwater that can be used to clean the streets, refill street sweepers
or water green areas. In this respect, and as highlighted in Figures 7-4, the street-planted strips have water
inlet connections to the pumps in this basin. During summer 2016, four green areas were equipped with
various kinds of sensors, in particular, air temperature sensors (for UHI phenomenon analyses), soil moisture
and tree activity/health sensors (for monitoring the watering needs of plants). Remote controllable pumps
and valves (for irrigation control management) were also installed. These devices and associated
communication protocols are summarized in Figures 7-4, which includes three distinct communication
protocols: (i) LoRa network: allows for the collection of temperature data (on an half-hourly basis); (ii) Sigfox
network: allows for the collection of both soil moisture and tree activity data (on a half-hourly basis, too);
(iii) Proprietary STELLA network: allows for the collection of water level data, as well as for the control of the
water pumps and valves. Data collected via these three protocols are then stored at the O-MI gateway,
which is set up on a physical machine having 2 processors CPU E5-2640 @2.50GHz and 48 GB of RAM. The
collected data is accessed by Métropole de Lyon using the O-MI subscription mechanism in order to be
displayed to the city dashboard. It is interesting to note that, unlike Brussels Region, Metropole of Lyon
provides access to the (annotated) sensor data and not to information that has been extracted from the
sensor data streams, even though this does not prevent Metropole of Lyon to publish such post-processing
information in later stages.

Figure 7-4: Communication infrastructure set up on Garibaldi St. to support the UHI project

© 688203 bIoTope Project Partners

23

31-Aug-16

D4.6 Edge Data Storage and Intelligent Filtering Framework

Figure 7-5: Dashboard of Métropole de Lyon displaying the evolution of sensor data
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8. Conclusion
Big data is data sets that are so voluminous and complex that traditional data processing application
software are inadequate to deal with them. Big data challenges include capturing data, storing data,
analysing data, searching for and data, and visualizing it. When considering sensor data streams individually
(e.g., at the edge node), they do not necessarily lead to big data issues. However, big data issues may appear
during post-processing tasks, including semantic annotation processes (i.e., complex data model, semantic
data management and real-time data disposing) [5], IoT search engines (i.e., considering performance issues
of crawler and discovery engines) [6], or data mining operations. One may add that these issues are going to
be magnified within large scale IoT ecosystem settings, in which millions to billions of smart connected
objects may be searched and accessed.
This deliverable provides insight into the architectural design and integration choices made in the
bIoTope project regarding the storage (and indexing) of IoT data/services in the bIoTope ecosystem. Let us
remind ourselves that such an ecosystem is not a vertically-oriented closed platform that stores, indexes and
processes IoT data, but rather consists of a number of (distributed) software components and platforms that
offer different types of storage and analytics capabilities. Given this vision, this deliverable focuses on three
key bIoTope ecosystem’s building blocks in which management of sensor data and web services is of the
utmost importance, namely:
•
•
•

Edge data storage at the O-MI gateway level (developed in WP3);
IoT data/service description storage (and indexing) at the marketplace level (developed in WP3);
COaaS-related data storage for reasoning purposes (developed in WP4).

In a second part of this deliverable, a more detailed overview of how the bIoTope pilots benefit from the
storage and indexing components developed/set up in bIoTope will be presented.
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